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Chapter 1

Introduction

The aim of the Smart Ticket project is to develop a prototype software
system for navigation of a transport network. In order to create a specific
application, the London Underground rail network will be used, but the final
software will be applicable to any such network, whether for transport or
some other purpose!. The system will be able to provide routes across the
network to ticket machines, navigational devices and to users of the WWW.
It must be possible for nodes — stations in the rail network — and lines on
the network to be closed, and the system develop alternative routes across
the network in real time.

In order to best meet the aims of flexibility and scalability of the system,
it was decided to create a suite of programs, implementing a client-server ar-
chitecture. The server would be a Unix machine connected to an IP network,
and would do the work of determining the route, and managing multiple si-
multaneous clients. The clients would be easy to use graphical programs
running on ticket machines and over the web. Additionally, a suite of ad-
ministration tools would be developed for configuration of the system.

The user interface of the client software should be simple, intuitive and
provide feedback and instruction to the operator. Additionally, given that
the same software should be available on the web, and on ticket machines,
it must not have platform specific requirements or need a high-resolution
monitor. The administration tools would benefit from following a similar
design approach, though it is not crucial, as these would most probably only
be used by trained staff on PC platforms.

Dividing the project between myself, and my partner was straightfor-
ward, largely due to the client-server nature of the system. My partner
was responsible for the development of the graph traversal engine and the
data structure associated with it. I, meanwhile, created the server code
into which the graph traversal engine? would be fitted. I also developed

!Circuit design, communications networks, etc.
2 Also called the Route Engine.



the cross-platform graphical client software and the suite of administration
tools, that would follow a similar model to the end-user clients.

1.0.1 System Overview

The diagram below gives an overview of how the different sections of the
Smart Ticket system fit together, and should help to make clear some of
the later sections. The division between local networks and the Internet is

based purely on intended use, and is not enforced by the software3.
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Chapter 2

Servers

2.1 The Role of the Servers

The term ‘server’ can mean several different things in connection with this
project. At the broadest level, it can refer to the computer system to which
clients! connect via the network. It can also be used to mean the part of the
Smart Ticket package that runs on the server system. This piece of software
includes the route-finding engine written by my partner, and so the term
will generally be used in this report to mean the sections of the program
that deal with the network and supporting the route engine.

The server has to be able to accept many connections from both end-
users? and administrators who configure the system. Requests from these
clients must be processed with a minimum of delay, and with great reliability,
so these requirements will determine the algorithms used.

Late on in the development of the project, it was decided that a flexible
logging system was required and so the log-server was constructed. This is
detailed in section 2.5.

2.2 The Server System

Whilst the server code is designed to be as portable as possible, there are
some basic assumptions made about the system on which the program will
run. It must be Unix-like, meaning roughly Posix compliant?. Addition-
ally, the system must be running a web-server, a requirement of the client
software. It must also be part of an IPv4 network, although only minor
revisions would be required to use IPv6.

'‘Clients’ are the programs generally operated by users of the software package.
2An ‘end-user’ is somebody using the software to find a route.
3The absolute requirement is that it runs on Linux and Solaris.



2.2.1 Network Security

Due to the scale of the project, little attention has been paid to the security
of the system from hacking or other network attack. As will be discussed
in Section 2.3.3, separate ports are used for administrative and end-user
connections, so fire-walling could restrict access to administrative functions.
Further, different network interfaces* can be assigned to the different func-
tions to provide another technique of securing the system.

2.3 Algorithms

There are many different algorithms that can be used in an IP network
server, but they essentially fall into four categories depending upon whether
they are concurrent or iterative and whether they use TCP or UDP.

2.3.1 Concurrent & Iterative Servers

The simplest server algorithm is iterative. It processes one request at a time,
queuing others that arrive during the processing time. Concurrent servers,
however, can handle many requests at the same time®.

If requests are very infrequent, an iterative server may perform slightly
better than a concurrent one, but generally the only advantage of iterative

algorithms is their simplicity of design.

2.3.2 UDP & TCP

On a TCP/IP network, both TCP and UDP protocols can be used, on top
of IP, for client-server communication. TCP forms a reliable connection be-
tween client and server, over which data may be sent without concern that
it may be lost or arrive out of sequence. UDP, on the other hand, provides
no such connection, sending datagrams across the network with no guar-
antee of their arrival. Whilst the advantage of TCP is obvious, there can
also be benefits to UDP. If only small amounts of data need to be sent in
a connection, then the time spent establishing a TCP connection may hin-
der performance more than implementing a retransmission algorithm using
UDP. Additionally, TCP based servers tend to use more system resources,
which can easily start to run out under heavy load if clients crash leaving
connections open.

2.3.3 Final Choice of Algorithm

The decision to make the main server concurrent was a simple one, given
that it had to be able to deal with many requests, each of which — depending

4Physical network cards, or loop-back devices.
50r effectively at the same time, depending on the hardware and operating system.



on the map used — may take a significant time to process. A concurrent
server algorithm would also allow the system to scale properly on powerful
hardware.

Initially, a TCP implementation was chosen, because the majority of
clients would connect across the busy Internet, making a reliable connection
essential and the overhead worthwhile. However, later on in the project,
after the basic code structure had been developed (see Section 2.4.3), UDP
capability was added. This would allow, for example, ticket-machines con-
nected on their own, quiet network to communicate with the server in the
most efficient way.

The final major consideration in designing the server algorithm was how
to separate administrative connections. This could be done by treating
all connections the same, and building administrative commands into the
communication protocol®, but this would not be secure. Instead, the server
was designed to listen on two different port numbers, one for administrative
connections and one for end-users. Each could also be bound to particular
IP addresses, allowing, for example, administrative connections only on the
local network.

Therefore, the final server is concurrent, multi-ported and multi-protocol
(UDP & TCP). This makes it about as general-purpose and flexible as pos-
sible and allows it to scale well.

2.4 Implementation

The basic design decisions outlined so far determine much of the implemen-
tation, but there are still many details that must be considered. Not least
of these is the choice of programming language. Given that the program
should run” on Unix-type systems, the clear choice was C. However, to pro-
vide flexibility in design (see Section 2.4.3) C++ was used, and should be
available on most platforms. The nature of the final executable also had to
be decided — should it, for example, run from inetd, or be a simple exe-
cutable? For greatest portability it was designed as normal executable that
sits in an infinite loop until it is killed. Finally, the functions supported
and protocol used to communicate them between client and server had to
be decided. These are detailed in Appendix A.

2.4.1 Sockets

The choice of networking API was a straightforward one. Although the
Posix.1g standard includes XTI®, the sockets API is much more common,

5This is detailed in Appendix A.
"It should be able to be compiled and execute without error.
8X/Open Transport Interface



available on most platforms and familiar to more programmers. The use
of sockets allowed network communications to be treated in many ways
like Unix pipes, which was useful given the development time-scale of this
project.

2.4.2 Forking & Threading

Concurrency in the server can be implemented in several different ways. One
technique is to use a single process and offer apparent concurrency. In this
scheme, when a connection is made on the well-known port, the new socket
is added to the list of sockets that are listened to using the ‘select’ call. This
means that whilst multiple clients can be connected, ‘read’ and ‘write’ calls
can only happen one at a time. A crashed client could still cause deadlock®
and many of the benefits of concurrency are lost.

True concurrency can be achieved by the use of multiple processes or
threads. Threads are lightweight processes that are quicker to create than
processes, and share the same memory. With regards to performance,
threads would be the better choice for the server, but it is written to be
multi-process. This decision was made largely due to the development time-
scale, and considerations of portability as all Unix systems support fork-
ing'?. Forking still makes good use of multiple processors and so scales well
for large server systems.

Algorithm for Forking Server

The algorithm for the server is as follows:

1. Sockets for end-user (both TCP and UDP) and administrative con-
nections are created and added to the select list.

2. Use select to listen for activity on the sockets.

3. When a connection request is made, determine which socket it is on,
and accept the connection.

4. Call fork to create a new process, identical to the first, except for the
return value of the call.

5. If the process is the original one, close the socket to the client. If the
process is the child, close the server socket and run the code to deal
with that particular client.

6. When communication is finished with a client, the child process can
exit. The server process is available all the time, apart from the short
moment whilst fork is called.

9The server waits for a read/write midway through a conversation, but it never arrives.
1 .
OForking refers to the use of fork to create a new process.



Restarting the Route-Engine

Part of the agreed specification for the route-engine (see Appendix B) is
that it has a restart function, which forces it to reload its files. This has to
be able to be invoked by an administrator over the network. This causes a
problem with a multi-process server, because if it is called in a child process
dealing with an administrative connection, then the route-engine associated
with that process updates itself, but the master process, from which all
others are spawned remains unchanged.

The solution to this problem was to implement an element of an iterative
server in the program. A UDP socket was created on the administrative
port. When a datagram arrives on this socket, rather than forking as with
other connections, the server calls the restart function, and the route-engine
updates itself. Whilst this is being done, connections to the server are
queued, but as the engine should not be restarted very often, this is unlikely
to be a problem.

2.4.3 Object Oriented Design

As the final server program consists of two quite independent parts, the
network server and the route-engine, a system to simply integrate them had
to be developed. The solution chosen was to use C++ and create a class
for each. The main program therefore just had to create an instance of each
and start the network server. An abstract class was developed for the route-
engine, which is detailed in Appendix B. Any class derived from this could
be used in the final program, with only a single line change to the code, and
so the transition from a test engine written for server development to the
functional engine was very straightforward.

There were very limited uses for object-oriented programming in the
network server section of the program due to its inherently procedural na-
ture. Separate classes were used for administrative and end-user clients, but
shared no code and so inheritance was not used. The structure did allow
for the possibility of supporting different end-user client types, and a telnet
interface was attempted, but abandoned due to time constraints.

Late in the project, a log-server was developed (see Section 2.5). This
followed the model of the route-engine, using an abstract class for the client!!
from which different types were derived. Thus, the type of logging used could
be selected by the main routine on execution.

2.4.4 Development Issues

Although there were few major problems in development, multi-process code
makes debugging very difficult and time-consuming. To help debugging, a

n this case the client is the section built into the main server application.

10



standard format of verbose output!? was adopted throughout the project.
Use of the log-server was also helpful.

Command-Line Options

All of the options for the servers are specified on the command-line. They
are detailed in Appendix C.

File Parsing

In order that the route-engine can function properly, the server must be able
to read and write a text file, that can also be edited by hand. Owing to
the complexity of file-parsing, this section of the code is very intolerant, and
would have to be extended if regular file-editing occurred.

2.5 The Log-Server

It is clearly important that connections and function requests are recorded
by the server. However, having the main server print this output seemed to
go against the general design philosophy of the project, so a separate logging
program was developed.

The log-server is an iterative, single process UDP server. It can be bound
to a specified port and interface. It has a number of options that specify
what is logged, and in what format. These are detailed in Appendix C.2.
An option to the main server allows the use of the log server and specifies
its IP address. In this way, a machine other than the main server system
can be used to process the log.

20bjectName: message

11



Chapter 3

The End-User Software

The term End-User Software refers to the program that acts as the user
interface to the route engine. It is this software that takes the route request
from the user, and displays the route provided by the server system, and for
the sake of brevity will be called the client software in this chapter.

3.1 Requirements & Specification

The Computer System

Whilst the client-server architecture allows many different types of client
software to access the route-engine, for this project a fairly general sample
program was required to demonstrate the flexibility of the system. Ideally,
it would run on as many different computer platforms as possible, with the
possibility of use in embedded systems — after all, the system is intended
for use on ticket machines.

The obvious decision was to program the client software in Java. This
means that the only system requirements are the ability to run a Java Virtual
Machine, a connection to an IPv4 network, a graphical display and input
device.

The User

Unlike the server software, the users of the client program will not necessarily
be trained or instructed in its use. This means that it must be simple,
intuitive and robust!.

!The software must not fail if an unexpected action is taken.

12
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This shows the End-User software in use on a test map. The squares linked by fine
lines show the route entered by the user so far. The request would then be submitted
either by double-clicking another node, or by pressing the Find Route button.

Figure 3.1: The End-User Software

3.2 Program Overview

The general appearance of the program can be seen in Figure 3.1. The basic
layout of the application never changes during operation, meaning that it
is always familiar to the user. At the top, there is a line of text, providing
instructions and information to the user. Below this are buttons to restart
the program, and to submit the current route request. Most importantly,
below the buttons is a map.

To find a route, the user simply clicks on the start and end nodes?
and then selects the find route button. Alternatively, the last node may
be double-clicked. Additionally, a drop-down list of alphabetically sorted
node names appears in the button bar, which can be used in place of or
in addition to the click-able map. When the route is returned from the
server, it is overlayed on the map in a distinctive colour, indicating where
line changes are required.

?Between the start and end points, any number of ‘via’s may be specified.
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3.3 Structure

The code is compiled as a Java applet which can be displayed in most modern
web-browsers, and executed on any system with a Java Virtual Machine.
The code is split into three main sections. The first is the user interface,
which comprises two classes, one for controlling the applet and the other for
dealing with the image-map. The others are the nodelist and the netclient.

3.3.1 Nodelist

As the whole project is designed to be applicable to many different maps,
the end-user software can have no knowledge of the map compiled into it.
Instead, it loads a configuration file (specified as a parameter to the applet)
from the web-server® when it is first started. The format of this file is
detailed in Appendix D. It includes the filename of the map image, which
is also downloaded from the web-server, and crucially details the names and
positions of the nodes. Additionally it holds the network line definitions,
but these are not used in this piece of software.

The nodelist class holds a list of these nodes. The node class holds an 1D
number, name, position and sorting key for each node. The nodelist class
uses these to provide methods for finding nodes according to their position
on the map, and most similar requests. It can also provide an alphabetical
sort of its list, and a helper class will download the configuration file from the
web and build the nodelist object. Therefore, any other end-user programs
can use these classes to link their interfaces to the map.

3.3.2 Netclient

In a similar way to the server (see Section 2.4.3), the end-user software can
use different protocols to communicate with the server. The RouteNetClient
abstract class provides a definition of what all functional network classes
must provide. The class used can be specified as a parameter to the applet
and so changed simply.

Functional TCP and UDP netclient classes have been developed. How-
ever, UDP cannot be used in most situations, because the applet’s Security
Manager prevents the reception of UDP datagrams. As UDP would only
be used on embedded systems?, this is not a real concern, but wasted some
development time.

3Because of the security in Java applets, this must also be the machine on which the
servers detailed in Chapter 2 are running.
4See Section 2.3.2 for a discussion of UDP and TCP.

14



3.4 Code Details & Compatibility

3.4.1 User Interface

The applet uses AWT to provide the interface in order to provide maximum
compatibility with Java 1.1. This does mean, though, that it is somewhat
ugly, and importantly looks different on different platforms. Developed using
Internet Explorer, the layout is less pleasing on Netscape.

The solution to this problem would be to use Swing® , and future devel-
opments of this software should certainly use it, and spend time converting
the existing code.

3.4.2 Compatibility

The only serious compatibility issue is the method used to specify the size of
the image used. In Internet Explorer, it is possible to put the image size in
the web-page as a parameter to the applet. This does not work in Netscape,
and there does not appear to be a way around this without using Swing, so
the applet has to be recompiled for different image sizes.

Although not a compatibility issue, the file-parsing algorithms are not
perfect, and so it is important that the configuration file is properly written.
This can be achieved through the use of the software described in Chapter 4.

SSwing is part of the Java Foundation Classes, and is a newer user-interface toolkit
than AWT.

15



Chapter 4

Administration Software

The route-server is designed to be configured remotely using a suite of ad-
ministration tools. It was decided that just two full programs would be
required to administrate the system, plus another to restart the server.

4.1 Initial Definition Tool

This is intended to be used before the system is deployed to set up the
project for a specific map. It may also have to be used if major changes
— such as the permanent removal or addition of nodes — are made to the
map. It is used to produce the nodelist configuration file! used by both the
route-engine and the end-user software. As this is a simple text file, this
piece of software is not really necessary, and so was developed merely as a
prototype.

4.1.1 Program Overview & Structure

The program is a Java applet and runs in a web-browser, and can be seen in
Figure 4.1. The web-server must be the same machine that runs the route-
server, and must already have the map image available for download. The
applet can be used to create a new file or edit an existing one. The layout
is similar to the end-user software, with a combined text-entry and status
bar at the top, buttons below that, and when appropriate, the map at the
bottom. The buttons available change as the program moves through its
various modes, with typical operation as follows.

1. If a new file is to be created, the image filename is requested. If an
existing file is being edited, its filename is needed.

2. The map is displayed, with the node positions superimposed upon it.
Clicking on the map creates a new node, and its name is requested.

!The format of this file is detailed in Appendix D.
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This shows the Initial Definition Tool in use. At this stage, all the nodes and lines
have been defined, and clicking on Next Stage would submit the information to the
server.

Figure 4.1: The Initial Definition Tool
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Right clicking a node deletes it. Options to delete all nodes, and to
set the area taken up on the map by each node are available. Another
button moves to the next stage.

3. Next the lines are defined (or line definition file loaded). All defined
lines are superimposed upon the map, with one highlighted. A button
can be used to cycle through these, and another delete the selected line.
Pressing new will allow a series of nodes to be selected and named as
a line.

4. When all the lines have been defined, the information is sent to the
server, which creates the nodelist file. Depending on the server con-
figuration, this may immediately be used by all client software.

Like the end-user software, the applet is split into user-interface, network
and nodelist sections. The networking section is designed in a very similar
fashion to the end-user software, described in Section 3.3.2. The nodelist
section uses the same code as the end-user software (Section 3.3.1), and
extends it to allow for the line definition. There is a class that defines a line
as a collection of nodes and provides methods to add, remove and search for
them. Another class holds a list of all the lines, and loads them from the
web-server.

4.1.2 Compatibility

The applet is programmed using AWT, and starts to push its flexibility. It
looks and functions satisfactorily on Internet Explorer, but Netscape does
not cope well with the buttons changing between screens and the result looks
unpleasant but is still functional. Given the size of the code?, and the fact
that it is a prototype of a configuration tool, the lack of error-trapping is
not a problem. However, this program should be used with great care.

4.2 Weighting Tool

The route-engine allows for the edges of the network to be weighted. This
could, for example, reflect the length of time it takes to travel between
stations. Changes to the weighting would be performed on a fairly regular
basis by administrators whilst the server is up and running.

4.2.1 Overview

Rather than create a complicated point-and-click interface for this program,
it seemed simpler (for both the user and development) to use drop-down

%At least a thousand lines of original code.
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This shows the weighting and restart tools together on a web-page.  nce start-
node, line, and end-node are selected, the weighting tool would connect to the server
and retrieve the weight details. These could then be edited and updated. hen
all changes have been performed, the Restart button would be pressed, to force the
server to reload the network weights.

Figure 4.2: The Weighting & Restart Tools

list boxes to select sections of the map. The final applet can be seen, along
with the Restart Tool in Figure 4.2. When started, the applet loads the
configuration file and creates a list of nodes in the first of its three list
boxes. When one of these is selected, the second box shows the different
lines that pass through that node. Once one of these has been selected (done
automatically if there is only one), the final box shows the nodes next to the
first one selected along the specified line. Once both end points and a line are
chosen, the weights assigned in both directions between them are displayed.
These can then be altered and submitted to the server. The program also
displays and allows the editing of the global line-change penalty.

4.2.2 Structure

This applet uses the same node and line handling classes as the Initial Def-
inition tool described in Section 4.1.1. The network section also works in a
similar fashion, but clearly with very different code for communicating with
the server.

19



4.2.3 Compatibility & Performance

When it is running, this applet functions well on all platforms and is very
simple and fast to use. However, there seems to be a serious problem with
the source. When compiled using Microsoft Visual J++4, it runs without
problem on all virtual machines. When compiled with Sun’s JD , no errors
are produced, but a Security Exception is produced on all virtual machines
when it is run. The problem seems to lie in the code used to change the
contents of the list-boxes®. It appears to follow the API, and the exact
nature of the problem has not been determined. The only consequence of
this problem is that the class has to be distributed as a binary rather than
source.

4.3 Server Restart Tool

As discussed in Section 2.4.2, the route-engine is restarted when the server
receives a UDP datagram on the administration port. This small applet
produces that datagram. It consists of nothing more than an AWT but-
ton, which triggers the sending of the datagram to the port specified as a
parameter to the applet.

This program functions well on all platforms, as expected from such a
simple piece of code.

3The AWT o ce class.
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Chapter

Conc usion

5.1 Individual Components

The completed server appears to be a very stable piece of code that handles
most errors gracefully. Problems have only appeared when a malformed
node definition file is presented to it. Being a very general TCP/UDP server,
there is little room for further development of this program.

The log-server works as intended, but is really only an example of such
a system. Specific implementations of Smart Ticket would probably require
log interpretation software tailored to the particular situation.

Similarly, the end-user software is functional, and stable, but lacks ad-
vanced features. For example, the computed route is superimposed on the
map, but no written instructions are produced. Clearer reporting of prob-
lems, such as no route being available would also be a possible enhancement.

The initial definition tool is a relatively basic program which works for
simple configurations, but would have to be rewritten for regular use. How-
ever, Smart Ticket is not really designed for a network that would need
frequent redesign. Other than the strange compilation issue described in
Section 4.2.3, the weighting tool is complete and robust.

5.2 The Complete Pro ect

As the system was developed, my partner and I held frequent meetings to
determine the exact specifications of each section of Smart Ticket, in order
that our two sections of code would merge together into a working whole with
as little trouble as possible. It was through these meetings that the abstract
class detailed in Appendix B was developed, and allowed us both to create
independent code, that would fit together when finished. Specifications were
always agreed before any code was written.

There were a total of five code merges, although the last contained no
new code or fixes, and was merely cosmetic. Even from the first merge, there
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were no errors in compilation, and thanks to the firmly agreed specification,
interaction between the two halves was as expected. Each merge resulted in
bugs being reported to the author of the offending code, and was followed by
agreements on any new specifications that appeared necessary. This model
of working was found to be very efficient and effective.

The emphasis on the London Underground in the project has mainly
been lost, with the entire system being designed with generality in mind.
The route-engine has been tested with a full implementation of the network
and works with it. It was decided that nothing was to be gained by testing
the complete system on it, as it would take a great deal of time, and prove
little. Instead, a small test network has been used.

The final version of Smart Ticket performs largely as specified. Through
a graphical interface it is possible to describe a network and weight it, as well
as request routes to be found across it. The returned route will always be the
one of lowest weight. The system appears to run on a variety of platforms
functionally, albeit with some cosmetic differences. The only area really
falling short of the specification is the route-engine’s inability to process
routes including a request to journey via a particular station. This, however,
could be fixed merely by alteration to the engine, as the rest of the system
is designed to be able to do this.

Smart Ticket has been a successful project, and I am proud of the pro-
grams. It is a prototype of a system that it demonstrates to be suitable for
a variety of network traversal applications, at a range of scales.

Smart Ticket can be found at
or from , although sections may be password-
protected to prevent damage to the system.
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ppe

Server rotoco

This appendix details the communication between the client software and
the server.

Al

1.

nd- ser Software

Server sends greeting, terminated with ¢’

. Client sends single byte ID ( for Java client)

If accepted, the server replies with ‘> and waits for a command, oth-
erwise replies with ¢ > and drops the connection.

Client sends a command (1 byte)
— it
r — Route Request

If the command is unsupported, the server replies with ‘ ’ and returns
to waiting for the next command.

If it is supported the server returns ‘:’

if ‘q’ then both client and server close the connection
if ‘r’ then
(a) Client sends node ID
(b) Server sends ‘.’
(c) Repeat until node ID is 1
(d)
)

(e) Server waits for next command.

Server sends node IDs (returned route) finishing with ¢’
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A.2 Administration Software

1. Server sends greeting, terminated with ‘:’
2. Client sends a command (1 byte)
— uit
f — Nodelist Creation
s — Set Weight
— Get Weight

3. If the command is unsupported, the server replies with ¢ ’ and returns
to waiting for the next command.

4. If it is supported the server returns ‘:’
if ‘q’ then both client and server close the connection
if ‘f” then
(a) Client sends a byte

(c
(d) Server sends ‘:’ and waits for next byte
if ‘s’ then

Client sends start node ID

)
(b) If it is  then server sends ‘" and waits for next command
) Otherwise server writes the byte to the file

)

)
) Server replies with ‘.’
) Client sends end node ID
) Server replies with ‘.’
e) Client sends line ID
) Server replies with .’
) Client sends weight
)

Server replies with ‘.’ and waits for next command.

)
) Server replies with ‘.’
(c) Client sends end node ID
)
)
)
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En ine A stract C ass

This is the abstract class from which route-engine classes must be derived
to work with the server. It was developed so that my partner could easily
integrate his code with the server.
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